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Abstract—High altitude balloons are capable of supporting as-
tronomical observations with virtually no image degradation
due to atmospheric turbulence. To take advantage of this space-
like seeing, a telescope must be pointed and stabilized with sub-
arcsecond precision. This problem consists of two parts: pro-
viding an error signal, and using it to correct the pointing. This
paper addresses error signal acquisition, specifically focusing on
modeling and flight testing of the DayStar star tracker.

DayStar is a star tracker designed under the University of Col-
orado Aerospace Capstone Program with support from South-
west Research Institute. It is intended to improve upon the
pointing accuracy and daytime performance of the ST5000, a
star tracker commonly used in NASAs sounding rocket pro-
gram. The ST5000 was shown to work on a balloon at night, but
failed to acquire stars during daytime. DayStar remedies this
issue by filtering light below 620 nm and by using a CMOS sen-
sor with high red-performance and resolution. This attenuates
most of the sky background, which, combined with custom star
identification algorithms, allows stars be seen during the day.

To validate modeling and demonstrate daytime star acquisition,
a DayStar prototype flew on a high altitude balloon in Septem-
ber, 2012. The filtered camera typically saw three stars during
daytime, proving the ability to operate diurnally. Additional
analysis evaluates DayStars ability to centroid stars, match stars
between frames, and use a series of images to track its attitude.
This links the precision of star centroiding algorithms with the
pointing acuity for both day and night conditions. These findings
will be used to validate the performance model and examine
DayStar as a potential star tracker for high altitude balloon
observatories.
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1. INTRODUCTION
NASA’s Scientific Balloon Program flies large payloads (up
to 8000 lb) each and every year. These missions can last any-
where from a few hours to several weeks, and offer scientific
research at altitudes upwards of 120, 000 ft, above 99.5%
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of the Earth’s distorting atmosphere [?]. This is especially
advantageous for telescopic observing, providing conditions
almost entirely devoid of image degradation due to atmo-
spheric turbulence. The development of a balloon platform
that can image in visible wavelengths with 0.1′′ resolution
is of widespread importance. Ground-based system such as
Subaru often look only in infrared wavelengths longer than
1µm due to the unacceptable quality of visible images. Short
of expensive orbital telescopes such as the Hubble Space
Telescope (HST), balloon-borne systems are the only way to
achieve diffraction limited performance in the visible regime.
An inexpensive, 1-m telescope in the stratosphere will rival
the performance of HST and outperform every ground-based
telescope every night of the year [?].

The potential for stratospheric 1 meter and 2 meter telescopes
to operate at their diffraction limits can only be realized with
pointing and tracking systems of comparable performance.
The goal of the DayStar project is to improve tracking (atti-
tude determination) on balloon platforms to levels capable of
supporting these systems.

The current standard for balloon-based attitude determination
is the University of Wisconsin’s Star Tracker 5000 (ST5000).
With roots in NASA’s sounding rocket program, this in-
strument was test flown on a balloon on May 6, 2011 and
performed at 0.24′′ and 0.53′′ (1σ) pitch and yaw accuracies
during nighttime. Unfortunately, the ST5000 saturated 30
minutes before sunrise and was unable to provide an attitude
signal during the day [?]. The diffraction limit of a 1-m
telescope is 0.125′′ at 5000Å. In order to have attitude control
at this level, an error signal must be provided that is at least
as accurate. While the ST5000 is close, it is still a factor of 5
too coarse to be the sole optical reference [?].

To enable daytime operation and achieve better attitude
knowledge, a star tracker needs to be designed with a longer
focal length and finer plate scale than the ST5000. Two
benefits emerge with these changes: the intensity level of the
sky background relative to star flux drops and the centroiding
of stars becomes more accurate. DayStar, a balloon-borne
diurnal star tracker conceived by students from the University
of Colorado, has not only been designed to take advantage
of these modifications but has further improved daytime ca-
pabilities by using a red-sensitive sensor, long-pass filtering,
and superior baffling. This paper will detail the modeling
of DayStar’s performance, describe key components of the
DayStar system, and discuss results from DayStar’s Septem-
ber 2012 test flight.
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2. MODELING
The performance of DayStar depends on two factors: image
quality and algorithm performance. The two are functionally
independent, and must be linked by one or more parameters.
The primary link is signal-to-noise ratio, SNR, although the
size of stars in the image is also important. The following
sections describe how a threshold SNR and star size are deter-
mined by star centroiding algorithms, and how image quality
analysis is used to support DayStar’s design parameters and
predict daytime performance.

Algorithm Performance

The accuracy to which DayStar can determine its attitude
is a function of how many stars it can find at any given
time and how well it centroids those stars. Turning a set
of star vectors into an attitude measurement is accomplished
using Davenport’s q-method [?], which finds a least squares
solution for the rotation between two coordinate frames.

To discover how the q-method performs, a Monte Carlo
simulation was conducted. A set of star coordinates was
generated and subsequently perturbed using Gaussian ran-
dom variables. The q-method was then used to calculate
the rotation from the original frame to the perturbed frame.
The number of stars in the field of view and the magnitude
of the perturbations were varied to simulate different levels
of star detection and centroiding ability. Figure 1 shows the
results of the simulation. The more stars that DayStar is able
to locate, the better it can produce accurate attitude solutions.

Figure 1. Attitude accuracy is a function of the centroid
accuracy (colored lines) and the number of stars using in the
q-method transformation

DayStar locates stars in an image using a custom algorithm
which first finds a robust estimation for the background
intensity and variance, and then examines pixels above the
background to decide if they are stars based on size, shape,
and intensity. The performance of this algorithm was tested
by generating synthetic star fields, as in Figure 2, with known
star locations and specified SNRs. Because DayStar was
designed to centroid star images that are slightly out of focus
and taken over appreciable exposures, generated stars were
approximated as normal distributions. Shot noise was added
to each image as a Poisson distributed random variable. The
probability of detecting a star is a function of how long the
array integrates the star’s signal, which is the exposure time,

Figure 2. Simulated starfield with added shot noise.

and over how many pixels the star’s signal is spread, which
is termed blur. Testing the star detection algorithm over a
range of different exposure times and blurs, its behavior is
characterized below.

Figure 3. The target region represents the exposure time and
blur where the star identification algorithm is most successful.

From Figure 3, the daytime design-to exposure range was
chosen to be 30-70 ms and the blur was chosen to be between
16 (4 × 4) and 36 (6 × 6) pixels. These values correspond
to a specific signal to noise ratio depending on the magnitude
of the star in question. This relationship, shown in Figure
4, also varies with blur and exposure time. For DayStar to
successfully identify and centroid a star a minimum SNR of
6.0 was chosen as a design-to specification.

Image Quality

Given a minimum SNR and a star blur of 4 to 6 pixels
square, the goal of the image modeling is to determine the
number of stars visible during night and day. This requires
identification of signal and noise sources; we assume that
the sky background and stars generate Poisson shot noise,
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Figure 4. The signal to noise ratio of a star is a function
of exposure time and the number of pixels over which it is
subtended.

and also consider dark current DC and read noise RN from
the image sensor. On a star-by-star basis, SNR is given by
Equation 1, in which F is the flux from the star or background
in photons per second per pixel, t is exposure time in seconds
and n is the number of square pixels that totally encompass
the star as specified in Figure 3.

SNR =
Fstart√

Fstart + Fskynt + DCnt + RN 2n
(1)

Figure 5. The sky background is found by interpolation for
a 38km flight with 90 degree solar azimuth.

The dark current and read noise are properties of the sensor.
The flux from the star and the background, however, must be

modeled based on DayStar’s environment and pointing. The
background flux can be estimated from the MODTRAN [?]
model for sky brightness, as seen in Figure 5. The unit of
kilo-Rayleighs is equivalent to 109

4π photons/s/cm2/steradian.
Note that the flux in Figure 5 is parameterized by wavelength,
which allows us to apply the effects of quantum efficiency and
filtering. Also note that the background decreases sharply for
longer wavelengths; this characteristic is exploited to achieve
daytime performance using a longpass filter.

Estimating the flux from a star is a more involved process,
which owes its complexity to the standard use of visual
magnitude (mv) as a measure of star brightness. In order to
generalize magnitude to all wavelengths, the temperature of
a star (which is also a common value in star catalogs) is used
to calculate an empirically-determined correction [?]. This
yields the bolometric magnitude via:

mb = mv + BC (T ) (2)

The bolometric magnitude is a logarithmic scale just like
visual magnitude, so it can be used to compare a given star
to a known source with magnitude mb,0 and total flux F0 (the
Sun is a likely candidate). This yields the integrated flux from
the star across all wavelengths:

Fstar, total = F0100.4(mb,0−mb,star) (3)

Now, since the total flux is known, it can be used to scale the
Planck blackbody curve for the star, which is a function again
of the star’s temperature:

I(λ, T ) =
2c

λ4
[
exp hc

λkT − 1
] (4)

Once the blackbody curve is known, its area is normalized, at
which point flux as a function of wavelength is simply:

Fstar(λ) = Fstar,total
I(λ, T )∫∞

0
I(λ, T ) dλ

(5)

Now, the flux from the background and star are parameterized
by wavelength. This allows us to incorporate the quantum
efficiency of the optics and any optical filtering, whose atten-
uation of light is described by Q(λ). At last, the flux seen
by the camera from both sources is found by integrating over
all wavelengths, though in practice this range is bounded by
a longpass filter on one end and the camera QE on the other.

F =

∫ λ2

λ1

Q(λ)F (λ) dλ (6)

At the end of this process, the flux terms in Equation 1 have
been defined in terms of system and operational parameters.
The background relies chiefly on altitude, while star flux is
a function of visual magnitude and temperature. In addition,
the units of flux have area and, in the case of the background,
solid angle field of view in the denominator. This means the
model also depends on the optics aperture size and total field
of view.

The final piece of the image quality model is to apply Equa-
tion 1 to a variety of stars to determine which are visible to the
star identification algorithms. This requires a knowledge of
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Figure 6. The ideal longpass wavelength is between 600nm and 640nm. DayStar uses a 620nm filter.

the stars DayStar is likely to see. One option is to construct a
representative star field from past surveys; an old work by P.J
Van Rhijn [?] is an example of one that categorizes stars by
visual magnitude and temperature, and reports the density per
steradian of each type of star. A more thorough method could
use catalogs like Tycho-2 to simulate actual starfields. For the
sake of simplicity, DayStar’s performance is estimated using
the first method.

Figure 7. Stars are distributed by stellar class, which
corresponds directly to temperature [?].

Three representative starfields are used, bounded by the 0 −
20◦, 20 − 40◦, and 40 − 90◦ galactic latitude ranges, respec-
tively. Per DayStar’s requirements, visual magnitudes 4-8 are
considered, and the number of stars across all magnitudes and
temperatures are calculated for a representative image. Figure
7 shows how stars are distributed based on the three galactic
latitude ranges.

Every combination of magnitude and temperature is evalu-
ated for SNR. The total flux is also checked against the well
depth, and stars that saturate are discarded. For each star with
an SNR greater than 6.0, the fractional number in an average
image is summed to find the total number of visible stars.
This translates to a total system accuracy via Figure 1.

Performance Analysis

The modeling processes defined in the previous sections have
two applications. The first is system design; sensitivity
plots for system parameters can be created by calculating the
number of stars over a range. One example that was used
in DayStar’s design is shown in Figure 6. In this case, the
longpass filter wavelength was chosen to maximize accuracy
across all exposure times.

After all of DayStar’s parameters had been defined, the
modeling was also used to estimate performance during both
day and night. In Figure 8, this is broken down by visual
magnitude and totaled in the final column. The three daytime
estimates correspond to different methods of interpreting
tabulated data for star temperature. The nominal method is a
linear interpolation between discrete temperatures, while the
worst and best cases are bound assuming stepwise functions.
The results show that DayStar should be able to see stars in
both daytime and nighttime in quantities that satisfy accuracy
requirements.
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Figure 8. The total number of stars for the worst case
galactic latitude satisfies nighttime and daytime requirements.

3. DAYSTAR DESCRIPTION
System Design

As stated in the introduction, DayStar’s goal is to see stars
during the daytime with an accuracy of 1 arcsecond. The
nighttime accuracy requirement is 0.1 arcseconds. In order
to achieve this and improve upon the ST5000, the most
important design parameter is sensitivity to red light. DayStar
achieves a marked improvement by using a longpass filter at
620nm, as well as a scientific CMOS sensor that has strong
near-infrared performance. The CIS2051 CMOS chip from
Fairchild Imaging [?], now BAE Systems, is implemented
using a custom PCB, as seen in Figure 9.

Figure 9. A custom PCB was designed to interface with the
CIS2051 and was assembled in house.

In addition to its red performance, the other advantages of
the sCMOS sensor include its very low read noise and dark
current, as well as a high pixel count (5.5 megapixels). The
noise characteristics are less important for daytime, since
background scattering dominates performance. However, at
night, the lack of noise helps yield very crisp, high quality
images. It should be noted that for this test flight, DayStar
had power issues that generated excess read noise, resulting in

grainy nighttime photos. Future improvements to the power
system will be necessary to optimize performance.

The other advantage of the camera is that it contains many
pixels, which helps spread out background light during day-
time. The size of the pixels, 6.5µm, is also advantageous;
combined with a long focal length, small pixels improve plate
scale, which measures the number of arcseconds subtended
by each pixel. The optical system for the test flight was an
Olympus lens with a 150mm focal length.

Figure 10. An Olympus 150mm, f2.0 camera lens was used
for DayStar’s test flight [?].

The rest of the DayStar system is comprised of an exterior
light baffle, a computer, and a PCB for power distribution.
The computer is a standard off-the-shelf motherboard with
an Intel i3 processor. It consumes about 40W at 3.3V, 5V
and 12V, which is all supplied by the power board, seen
in Figure 11. The power board also supports the camera,
which requires seven power lines between -0.4V and 3.3V.
In the flight configuration, all power is converted from a 15V
lithium sulfur-dioxide battery, though DayStar may also run
off a benchtop supply.

Figure 11. The power board converts voltages for the entire
payload.

Flight and Concept of Operations

On September 22nd, 2012 the DayStar system flew aboard the
Wallops Arc Second Pointer (WASP) platform as a secondary
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Figure 12. DayStar consisted of an optics and imaging
system (a camera), a computer, and a battery mounted below
the simulated telescope on the WASP platform.

payload, as shown in Figure 12. DayStar was mounted on the
aft of the WASP platform such that when the WASP payload
was under pointing control, DayStar was pointed near per-
pendicular to the sun and its field of view was centered 45
degrees above horizontal. DayStar’s azimuth was controlled
to an accuracy of 1 degree by a coarse flight train correcting
motor. The launch was conducted in Fort Sumner, NM as part
of the CSBF 2012 campaign. The entire flight lasted about
15 hours starting at 8:30 am. DayStar actively operated for
5.5 hours, beginning operation 2.5 hours before astronomical
sunset at 35km altitude and ending around 17:30 mountain
standard time.

Operation was split into three separate modes: daytime,
twilight, and nighttime. During daytime and nighttime op-
eration, bursts of images were taken at a rate of 10Hz for
durations of 20 and 50 seconds respectively. These bursts
were taken with varying gain and exposure times. During
twilight operation 5 second bursts were taken and the camera
settings were changed more rapidly to capture the effect of
decreasing background brightness. In total, 460 GB of
images and health and status data were collected.

4. TEST FLIGHT RESULTS
Methodology

All data obtained from the test flight came in the form of self-
measured diagnostics, tied to bursts of raw images. DayStar
operated at 10Hz for all burst configurations. Individual
bursts are analyzed for tracking performance. The general
approach is to first correct each raw image for sensor biases.
Next, stars are correlated between frames, and their changes
in location are translated into three dimensional space. These
changes are quantified, and analyzed to provide a measure of
tracking performance. This process is the same for all burst
configurations and modes of operation.

The image sensor on DayStar is able to simultaneously output
two separate images. Each is the result of different gain
settings within the sensor and are referred to as high-gain and
low-gain images. The intention is for the user to combine the
two images to obtain a final image with increased dynamic
range. This was not in the scope of DayStar’s test flight.

For all analysis, just the high-gain images were used. They
contain less read noise and produced flatter, more consistent
results throughout the flight.

Image Correction—Before DayStar’s test images could be
analyzed for accuracy, they first had to be corrected for sensor
biases. This is referred to generically as flat-field correction
[?].

The sCMOS sensor contains two independent sensor halves.
Each half contains columns of pixels read out through dif-
ferent on-chip amplifiers, with both dark and exposed areas.
To correct for varying biases in each amplifier, referred to
commonly as fixed pattern noise [?], every dark column was
compared to a composite robust mean of the entire dark area.
This yielded a multiplication factor for each column, de-
scribing the difference between each column and the overall
dark area. When applied, these factors act to normalize all
column amplifiers as if a uniform amplification was applied
everywhere. This process is repeated for the top and bottom
sensor halves. Then a similar process, where the columns
in each half were compared with a robust average of both
halves. This normalizes gains between the two halves, and
yields a full image, with uniform amplification. Typically,
correcting for fixed pattern noise is done by subtracting dark
frames from every readout frame. Due to readout speed
requirements and camera design, this was not possible for the
DayStar team. CMOS temperature sensitivity and electrical
fluctuations in the system cause gain factors to change, even
over short image bursts.

Figure 13 shows an original and flat-fielded image processed
from one of DayStar’s bursts. Where the raw image contains
notable column differences, and overall differences between
top and bottom halves, the corrected image is mostly flat.
This normalization process is important, because star recog-
nition algorithms assume a uniform, flat background. From
which, stars can be more easily identified.

Star Identification and Matching—The analysis of DayStar’s
test flight data began by finding stars in the images collected.
Stars were located in images by first estimating the image
background using a robust median. Pixels and groups of
pixels that surpassed this background median by a threshold
were identified as potential stars. Once a potential star was
identified, a region of interest in the image around a potential
star was defined. The column bias inherent in CMOS images
was subtracted from the columns in the region of interest by
subtracting the robust median (to 2σ) of each column from
that column. If the potential star was large enough to be
considered a star rather than noise, a more precise centroid
for that star was computed using an intensity weighted center
of gravity centroiding algorithm. A comparison of the three
algorithms explored for this refined centroiding can be seen
in Figure 14.
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Figure 13. Flat-fielding process for DayStar system.

Figure 14. Comparison of weighted center of gravity (red),
center of gravity (green), and Gaussian centroid methods on
a typical star after region of interest column subtraction.

After identifying the stars in each image and calculating a
refined centroid for each star, a composite image showing the

travel of star locations as the number of frames progressed in
a burst was created. The image in Figure 15 is a composite
image showing circled star locations found in each image for
a 500 image burst during nighttime operation. The streaks
show clear travel of stars, primarily in the yaw axis.

Figure 15. Star positions over a 500 image burst (50 s)
during nightime operation.

It is also clear that the star identification picked up false stars;
this is seen in the column noise on the left hand side of Figure
15. The circled stars that did not streak as a function of frames
may also be false noise stars or stars that were faint enough to
only be detectable in a small number of frames. The number
of stars detected is expected to stay near constant in one of
these bursts because the WASP gondola was under pointing
control to within one degree in azimuth and DayStar has an
8.3 degree field of view. Figure 16 shows the number of stars
detected in a 500 image burst.

Figure 16. Number of stars detected over a 500 image burst
during nightime operation.

Rotation Between Frames and Accuracy—With the stars iden-
tified in each frame identified, the next step was to correlate
stars between frames. This was done by searching between
one frame and the next for star locations within a search
radius relative to the first frame. In Figure 17 and Figure
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Figure 17. Matched star positions over a 500 image burst
during nightime operation.

Figure 18. Number of matched stars detected over a 500
image burst during nightime operation.

18 the star locations of matched stars and the number of stars
matched for the same 500 image burst are shown.

The number of stars matched between frames is lower than
the number of stars detected. This makes sense because the
false noise stars or fainter stars identified periodically are not
correlated between frames. With star locations correlated
between images, the next step was to calculate 3D projections
of the optical frame and determine a quaternion rotation
between frames.

Before tracking algorithms can be run, DayStar’s 2D cen-
troids must be transformed into 3D vectors pointing from
the DayStar sensor, down the optical bore-sight, to each star
center. This transformation is computed by:

~Rstar =
1√

f2 + ∆x2 + ∆y2

[
∆x
∆y
f

]
(7)

where ∆x and ∆y are the pixel offsets of the star centroid
from the image origin, and f is the focal length of DayStar’s
optics. A set of 3D unit vectors is generated for each star in
every one of DayStar’s images.

The matching star vectors between frames can be used to find
the attitude rotation between each frame using the q-method
[?]. After this is done for an entire image burst, DayStar’s
attitude can be mapped over time relative to the attitude of
the first image.

Even though DayStar’s inertial attitude is unknown, the
variability of relative attitude changes describes DayStar’s
tracking precision. However, this assumes that the WASP
platform was totally stationary during the entirety of the burst.
Because we know this is not true, we assume that the motion
of the WASP gondola can mostly be characterized by low
frequency modes, and that DayStar’s attitude variability is at
a much higher frequency. To isolate the two effects filtering
was performed in the frequency domain. For the first step in
filtering, quaternion rotations were converted to the following
Euler angle sequence: yaw, pitch, roll.

The angles were then transformed into the frequency domain,
using Fast Fourier transforms. A high-pass elliptical filter was
applied to remove frequencies lower than 3.5 Hz. Transform-
ing back into the time domain, the yaw, pitch, and roll angles
now represent the changes in an attitude solution minus the
slow movement of the balloon gondola itself.
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Figure 19. The yaw, pitch, and roll error signals are isolated using an FFT and a high-pass elliptical filter at 3.5 Hz.
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Nighttime Results

Figure 19 shows plots illustrating the filtering process for
each Euler angle in a yaw-pitch-roll sequence for a set of
500 nighttime images taken over 50 seconds. Time-domain
signals are on the leftmost subplots, and frequency-domain
power plots are on the rightmost subplots, with raw signals
on top and filtered signals on the bottom.

The motion of the balloon gondola is clearly visible in the
yaw, pitch, and roll plots. Throughout the 50 second burst,
the gondola appears to have undergone 3 cycles mainly
consisting of yaw. From the power spectrum plots, it is
apparent that majority of the low frequency motion is found
below 2 Hz. Assuming that this motion is primarily due to the
dynamics of the balloon and gondola, an elliptical high-pass
filter is implemented at 3.5 Hz to isolate the high frequency
oscillations. Motion above 3.5 Hz is assumed to represent the
performance of the DayStar system and its algorithms alone.

The standard deviation of the of the filtered yaw, pitch, and
roll for this 500 image burst is:

σY aw = 5.506 arcseconds

σPitch = 0.225 arcseconds

σRoll = 0.262 arcseconds

These results can be misleading because the standard devi-
ation of the pitch, roll, and yaw vary over time. A plot of
the filtered results enveloped by a 10-datapoint rolling 3σ
standard deviation is shown in Figure 20.

Figure 20. The average yaw standard deviation varies over
time.

The standard deviation of the yaw was as low as 2 arc-
seconds during some portions of this dataset. Periods of
worst performance occur when the gondola changes direction
most drastically. This coarse yaw control was provided by
a 1 degree yaw corrector on the balloon flight string. It is
possible that high frequency noise from this motor caused
apparent inflation of the yaw, pitch, and roll performance
while applying azimuthal corrections to the gondola. This
would make false the assumption that all high frequency data
solely represents DayStar’s performance.

Daytime Results

Unlike the nighttime images, daytime images were heavily
affected by high sky background levels. This caused the

high-gain images to saturate, so only the low-gain images
were usable. These images display much more column bias
than their high-gain counterparts, degrading the signal-to-
noise of stars in the daytime images. In addition, since the
imaging system on DayStar had no cooling, the image sensor
operated at around 10C during the daytime. The sensor is
very sensitive to temperature changes, and operates best at
-40C. A 10 degree increase in sensor temperature typically
equates to doubling the dark current and hot pixels in each
image [?].

Figure 21. A raw image taken at 17:12 during the day. The
influence of daytime scattering is evident, and no stars are
readily visible.

Figure 21 shows a raw image taken during daytime. High
levels of column noise are readily apparent. These were
removed using the image normalization routine discussed
above. The result is shown in Figure 22. This processed
image has had the background subtracted, and three stars are
identifiable and circled in red.

Figure 22. When the same image is processed with flat-
fielding and background subtraction, three stars become visi-
ble.
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Figure 23 shows one of the stars seen in the processed day-
time image. While residual column noise is still evident, the
shape of the star and its high peak value make it identifiable.
For this burst of images, the three stars remain visible in most
frames. However, some frames only yield two of the stars
due to increased noise, which makes consistent matching
impossible.

Figure 23. A zoomed view shows what daytime stars look
like, once noise and sky brightness are removed.

The fact that DayStar was able to see stars in high am-
bient light conditions proves the feasibility of a daytime
star tracker. However, there are only three stars; this is
not enough to provide accurate tracking knowledge. Future
revisions of DayStar must remove more systematic noise and
aberrations before daytime tracking can be provided with the
same precision as nighttime tracking.

5. CONCLUSIONS
Through modeling, testing, and analysis, the DayStar team
has shown that its design of a diurnal star tracker is valid. As
a prototype unit on a test flight, DayStar was able to observe
and centroid stars in daytime conditions, and provide accurate
solutions during nighttime.

DayStar’s main goal at this point is to operate on another
test flight within a year’s time. As it was a prototype unit,
conceived and built on a short schedule, several shortcomings
were identified in the design and evidenced in the flight
results. One issue was that the power system was contained in
a single unit, far from the camera. The imaging system must
be supplied stringent power requirements to operate ideally,
and the power subsystem did not meet those requirements.
An imaging board with more power planes and better isola-
tion will provide cleaner images. These, in turn, will yield
more accurate centroids, and more identifiable stars during
daytime.

Another design change would be to add active thermal regula-
tion to key components, specifically the CMOS image sensor.
In flight, the imaging system temperature stayed around 10
degrees Celsius, which is 50 degrees above the intended
operating temperature. Dark currents and hot pixels increase
with temperature, and active cooling down to the sensor’s

optimal temperature range will help provide cleaner images
for analysis.

Finally, the operation plan used for flight requires modifica-
tions. The imaging system has two gain settings: high and
low. In night tests, the high gain settings were observed to be
much cleaner than low, and stars were easier to identify from
the background. Ideally, the images would be exposed for the
high gain settings. In daytime, exposures were such that the
high gain images were fully saturated. By adjusting exposure
times to ensure that the high gain images are correctly ex-
posed, improved star identification and tracking performance
is expected.

The DayStar team predicts that by addressing the issues
discussed, future balloon flights will yield better perfor-
mance, further validating DayStar’s capability as a diurnal
star tracker, and will eventually render DayStar a viable op-
tion for balloon payloads requiring accurate daytime attitude
knowledge.
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